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Abstract. The article considers the issue of improving the efficiency of scientific activity by creating a personalised 
intelligent service. Given the rapid growth in the number of publications, traditional keyword-based search methods 
are becoming insufficiently effective. The aim of the work was to develop the architecture and mathematical 
models of a system capable of automating the selection of relevant literature based on content rather than simple 
word matching. The development was based on a formal five-component model for formalising the researcher’s 
information environment, which integrates modules for profiling, intelligent services, data management, interface 
interaction, and analytics. The Gemini large language model was used for deep semantic analysis of texts and their 
transformation into vector representations. The results of the study included the developed three-tier architecture 
based on the Flutter framework and the Firebase cloud platform, which ensures cross-platform compatibility 
and instant synchronisation of personalised data. The paper detailed the algorithms for vectorising scientific 
interests and ranking publications using the cosine similarity method. It was established that the use of vector 
representations with a dimensionality of 768 components allows for the identification of relevant sources based 
on semantic features, ignoring the absence of a direct lexical match. The effectiveness of the dynamic profiling 
mechanism was substantiated, which distinguishes between a researcher’s stable scientific interests and their 
short-term situational queries through a system of weight coefficients. A module for the automatic recognition 
of bibliographic metadata based on NER technology has been developed and described, enabling the automated 
structuring of data from unsystematised text arrays. The proposed approach allows for the creation of an adaptive 
system that adjusts to changes in the researcher’s scientific interests and significantly saves time when working 
with sources
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INTRODUCTION
In the context of global digitalisation, the number of 
scientific publications is increasing exponentially, lead-
ing to the phenomenon of information overload. This 

creates a critical problem for the modern researcher: 
the time required to monitor new sources, filter con-
tent, and search for relevant data often exceeds the 
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a qualitative transition from traditional lexical search 
to deep semantic differentiation of content.

MATERIALS AND METHODS
This study is a theoretical and applied research work 
aimed at formalising and optimising information sup-
port processes for researchers. To substantiate the 
proposed models and methods, the following method-
ological approaches were employed: analysis of scien-
tific sources to identify the current challenges of infor-
mation overload; formalisation to define the system’s 
conceptual framework; mathematical modeling to rep-
resent semantic data structures; structural-functional 
modeling to design the service architecture; algorith-
misation to develop the data processing workflows; 
and comparative analysis to evaluate the proposed se-
mantic approaches against traditional lexical methods.

Dataset preparation and text processing. To ensure 
the reliable functioning of the semantic search and to 
test the proposed algorithms, a specialised dataset of 
scientific publications was formed. The dataset was ag-
gregated using open-access APIs from academic data-
bases, specifically CrossRef and arXiv, targeting the do-
mains of computer science, information technology, and 
artificial intelligence. In total, a corpus of 15,000 sci-
entific abstracts and their corresponding bibliographic 
metadata was collected. The selection of materials was 
carried out based on strict criteria: the presence of peer 
review, publication within the last five years  (2020-
2025), and English as the primary language of the text. 
This ensured the relevance and linguistic consistency 
of the analysed material. To transform the unstructured 
textual data from the dataset into a format suitable for 
semantic analysis, the system utilises the Gemini em-
bedding model. This model maps textual input into a 
dense continuous vector space. During the transforma-
tion process, the raw text of an abstract or a user query 
undergoes tokenisation and is processed through deep 
neural network layers to capture complex semantic re-
lationships, context, and synonymy. The output is a se-
mantic vector (embedding) with a fixed dimensionality 
of 768 components.

Mathematical representation of semantic data. To 
process scientific information, the system transforms 
natural language text into a structured mathematical 
form. Each document or user query was represented as 
a high-dimensional semantic vector (embedding):

V = [x1, x2, …,xn],                             (1)

where V is a vector in a multidimensional space, n = 768 
(the dimensionality of the Gemini model), and each xi 
is a numerical value representing a specific semantic 
feature of the text. This vector captures the “meaning” 
of the content, allowing the system to compare docu-
ments based on their conceptual similarity rather than 
just keyword matches.

time allocated directly to analytical and experimental 
work. Traditional search tools, such as Google Scholar, 
Scopus, or library catalogs, are mostly based on lexi-
cal matching of keywords. However, this approach has 
significant limitations: it does not take context into 
account, ignores synonymous relationships, and often 
produces a large amount of “noise” information that 
formally contains the requested words but does not 
correspond to the user’s scientific interests in terms of 
content. The relevance of this work is determined by the 
need to create an effective tool that combines the pow-
er of modern generative models (specifically, Gemini) 
with the convenience of mobile interfaces to automate 
the routine processes of scientific search.

The problem of individualising the information 
service of scientists has become a subject of active 
discussion in the scientific community. In particu-
lar, S.M. Kashlot et al.  (2026) in their work considered 
strategies for overcoming information overload using 
AI. Semantic approaches to query expansion are de-
tailed in the study by A. Allahim et al. (2025). The use of 
artificial intelligence in recommender systems is high-
lighted in the research by Q. Zhang  et al.  (2021). The 
development of large language models (LLMs) and 
their architectural features are thoroughly analysed 
by Y. Zhu et al (2023) and H. Naveed et al. (2023). The 
specifics of named entity recognition (NER) in scien-
tific texts were studied by Z.  Nasar  et al.  (2021) and 
X. Huang  et al.  (2024). In previous studies by the au-
thors V.O. Liubchak & M.O. Shovkoplias (2024), a com-
prehensive review of existing models and personalisa-
tion methods was conducted. The analysis showed that 
most existing systems operate according to static tem-
plates and are unable to dynamically adapt to changes 
in the researcher’s scientific interests in real-time. The 
identified shortcomings indicate the need to transition 
from passive search engines to active intelligent assis-
tants. The conceptual foundations for building such a 
system were proposed in M. Shovkoplias (2025), where 
an AI-based researcher support model was justified. It 
was shown that the use of advanced natural language 
processing (NLP) technologies and LLM makes it pos-
sible to bridge the semantic gap between the user’s 
query and the content of a scientific article. However, 
the theoretical concept requires practical concretisa-
tion in the form of a formalised model architecture and 
algorithmic support.

Analysis indicates that despite a significant num-
ber of developments, most existing personalisation 
systems are based on static algorithms and are unable 
to dynamically adapt to changes in a researcher’s inter-
ests in real-time. In particular, the issue of automating 
semantic content differentiation when processing large 
arrays of unstructured scientific data remains insuffi-
ciently studied. Based on this, the aim of the work was 
the development and scientific justification of the oper-
ational algorithms for a personalised service, ensuring 
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Calculation of semantic relevance. The core of the rec-
ommendation engine is the calculation of the “distance” 
between the researcher’s interests and the content  
of scientific articles. The system utilises Cosine Simi-
larity, which measures the cosine of the angle between 
two vectors (Vuser and Varticle):

𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 =  𝑅𝑅𝑅𝑅𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐(𝜃𝜃𝜃𝜃)  =  ∑ 𝐴𝐴𝐴𝐴𝑖𝑖𝑖𝑖𝐵𝐵𝐵𝐵𝑖𝑖𝑖𝑖
𝑛𝑛𝑛𝑛
𝑖𝑖𝑖𝑖 = 1

�∑ 𝐴𝐴𝐴𝐴𝑖𝑖𝑖𝑖
2𝑛𝑛𝑛𝑛

𝑖𝑖𝑖𝑖 = 1 ∙�∑ 𝐵𝐵𝐵𝐵𝑖𝑖𝑖𝑖
2𝑛𝑛𝑛𝑛

𝑖𝑖𝑖𝑖 = 1 ,          (2)

where Ai and Bi are the components of the user profile 
and article vectors respectively. The result is a value 
from 0 to 1, where 1 indicates perfect thematic align-
ment and 0 indicates no semantic connection. This 
method is optimal for scientific search because it fo-
cuses on the direction of the vector (the topic) rather 
than its magnitude (the length of the text), ensuring 
that short abstracts and long articles are ranked fairly.

Dynamic user profiling. To account for both long-
term research and current tasks, the total user profile 
(Ptotal) was calculated as a weighted sum:

Ptotal
 = (w1

 ⋅ Pcore) + (w2
 ⋅ Pcontext).                 (3)

The system distinguishes stable interests (Pcore, de-
rived from saved articles and publications) from short-
term needs (Pcontext, generated from current search que-
ries and session history). The weight coefficients are 
strictly normalised (w1

 + w2
 = 1). Their values are dynam-

ically adjusted using an exponential time decay func-
tion: w2(t) = winit ⋅ e-γt). During an active search session, 
the contextual weight w2 is prioritised. As time t passes 
since the last interaction, w2 exponentially degrades, 
proportionally increasing w1 to return the system’s fo-
cus to core interests. The profile is updated in real-time; 
every user action (querying, viewing, or saving a docu-
ment) triggers an instant recalculation of the weights 
and vectors via cloud functions.

NER-approach and metadata structuring. Given that 
scientific texts are often unstructured, the system em-
ploys a Named Entity Recognition (NER) approach to 
automatically extract and structure bibliographic meta-
data. The system classifies and recognises specific en-
tity types: [PER] for author names, [ORG] for academic 
affiliations, [DATE] for publication years, [TITLE] for the 
names of articles or journals, and [ID] for unique iden-
tifiers such as DOIs. The extraction relies on a hybrid 
algorithm: standard regular expressions (regex) are ap-
plied for rigid formats (e.g.,  parsing DOIs and dates), 
while a customised prompt utilising the Gemini LLM is 
deployed to recognise context-dependent entities like 
author names and titles. Once extracted, the normalisa-
tion process converts the data into unified formats (e.g., 
formatting dates to ISO 8601 standard (International 
Organization for Standardization, 2024) and standard-
ising author name abbreviations) before writing them 
to the database.

Software implementation and architecture. The meth-
odological framework is practically realised through a 
robust Three-Tier Architecture, which strictly separates 
the presentation, business logic, and data management 
layers to ensure system scalability and maintainability. 
The presentation layer, or client layer, is implemented 
using the Flutter framework. This technology was se-
lected because it guarantees cross-platform compati-
bility, allowing the system to deploy a native-like client 
interface across iOS, Android, and web environments 
from a single codebase. It provides the user with an 
intuitive UI to input queries and view recommendation 
feeds, while seamlessly running background processes 
to capture behavioral signals, such as reading time and 
bookmarking, for profile adaptation.

Operating entirely in a serverless environment via 
Cloud Functions, the business logic layer acts as the com-
putational core. It seamlessly manages the integration 
of the Gemini API into the semantic analysis workflow. 
When a text query is received from the client, the Cloud 
Function securely authenticates the request, forwards 
the text to the Gemini API for vectorisation, and process-
es the returned 768-dimensional semantic vectors. This 
server-side processing offloads heavy computational 
tasks from the user’s mobile device, ensuring high perfor-
mance. Finally, for cloud storage and data management, 
the data layer utilises Firebase Firestore. As a NoSQL 
document-oriented database, Firestore is uniquely suit-
ed to store both the structured bibliographic metadata 
generated by the NER module and the complex arrays 
of semantic vectors. A critical functional advantage of 
using Firestore is its built-in real-time synchronisation 
capabilities. Whenever the business logic layer updates 
a user’s dynamic profile (Pcore or Pcontext) based on 
new behavioral data, Firestore instantly syncs these 
changes across all the user’s connected devices, ensur-
ing continuous and uninterrupted scientific research.

RESULTS
Formalisation of the service structural model components. 
To design the architecture of an intelligent system, it 
is necessary to clearly define its components and the 
principles of their interaction. The service model is for-
malised as a five-element tuple:

F = (P, S, D, I, U)

This approach allows for the decomposition of the 
complex scientific search process into distinct function-
al blocks. Component P (Profile) is a digital model of 
the user’s interests. In most existing systems, a profile 
is a static set of keywords (tags), such as “Artificial In-
telligence” or “Medicine”. However, this approach is im-
precise due to the inherent ambiguity of words. In the 
proposed model, P is represented as a dynamic set of 
vectors. As established in the methodology, each scien-
tific interest and text is encoded as a high-dimensional 
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semantic vector (embedding). This representation ena-
bles the system to search for information based on con-
ceptual meaning rather than literal character matching.

Structurally, it is advisable to divide the profile into 
two components: the base profile (Pcore), which reflects 
stable scientific interests (e.g., a dissertation topic) that 
change slowly and are formed based on the analysis of 
the author’s previously published works; and the situa-
tional profile (Pcontext), which reflects current, short-term 
tasks (e.g., searching for literature for a specific article), 
where such interests tend to gradually fade over time. 
Component S  (Services) acts as the system’s core and 
consists of a set of software algorithms that provide 
information processing. Within the proposed architec-
ture, a key role is played by the use of the Gemini large 
language model, which enables functions such as vec-
torisation (transforming a user’s query text into a vector 
format), semantic search (finding relevant documents 
by comparing vectors), and entity extraction (NER) 
(automatic text analysis to identify authors, titles, and 
bibliographic data). Component D (Data) describes how 
data storage is organised within the system. It handles 
various types of information, combining structured 
metadata with unstructured article texts. To ensure 
high performance and real-time operational capability, 

the architecture provides for the use of a cloud-based 
NoSQL database (specifically, the Firebase ecosystem). 
Each document dj in the database is described by a set:

dj
 = (Mj, Tj, vj

→)

where Mj – metadata (title, authors, year, DOI); Tj – text 
content (abstract); vj

→ – pre-calculated semantic vector 
of the document. Storing the ready vector allows for 
significant acceleration of the search process, avoiding 
repetitive text processing by the neural network.

Interface and Analytics  (I, U) components provide 
the system’s interaction with the researcher: the inter-
face  (I) is responsible for data visualisation and, con-
sidering the need for access to the service from various 
devices such as smartphones, tablets, or the web, is 
implemented using the Flutter cross-platform frame-
work, which allows creating adaptive applications with 
a single codebase; analytics (U) implements a feedback 
mechanism by analysing user actions, specifically view-
ing and saving articles, and automatically adjusting the 
weight coefficients of the vectors in profile P, thereby 
adapting the output results to the researcher’s current 
needs. The structural-functional diagram of the model 
is presented in Figure 1.

Data Layer D

Knowledge Base D Algorithm S

System Core Interaction I + U
Analytics UInterface I Updates

Profile P

Figure 1. Structural-functional diagram of the model
Source: created by the authors

Thus, the presented structural-functional diagram 
reflects the integrity of the proposed approach, where 
each component performs a strictly defined role in the 
process of intelligent support for the researcher. The 
interaction between the dynamic profile and semantic 
services, supported by a scalable cloud infrastructure, 
creates a foundation for an adaptive information envi-
ronment. This formal structure ensures the consistent 
transformation of raw scientific data into personalised 
recommendations, which serves as the basis for the 
subsequent algorithmic implementation of the system

Data processing and ranking algorithms for enabling 
system intelligence. The formalisation of the structural 
components creates a theoretical foundation for the 
system. The practical transition to a functioning service 
is achieved through the implementation of the data 
processing algorithms defined in the methodology. Fol-
lowing Formula (1), unstructured scientific texts and re-
searcher interests are represented as 768-dimensional 
semantic vectors generated using the Gemini model 
family (Anil et al., 2023; Naveed et al., 2023). This vec-
tor space provides a common basis for comparing user  

interests and scientific publications according to se-
mantic similarity rather than lexical coincidence.

Publication ranking is performed using cosine 
similarity, as defined in Formula  (2), which measures 
the proximity between the researcher’s profile vector 
and article vectors (Huang et al. , 2024). This approach 
enables the proposed model to prioritise publications 
according to thematic relevance and provides the al-
gorithmic basis for reducing irrelevant search results. 
Furthermore, the dynamic profiling mechanism practi-
cally integrates long-term research interests with im-
mediate tasks. By applying the weighted sum model 
defined in Formula  (3), the service maintains a fine 
balance between the user’s core scientific focus (Pcore) 
and situational queries (Pcontext). This results in an adap-
tive profile that evolves in real-time based on user 
interaction markers such as abstract viewing time or 
article saving, ensuring that the recommendation feed 
remains relevant even as the researcher’s focus shifts 
between different projects.

A critical function of the data component  (D) is 
the capability to transform unstructured text arrays 
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into structured databases. This task is addressed by 
a module based on Named Entity Recognition (NER) 
technology, adapted for the nuances of scientific texts 
(Nasar et al., 2021; Keloth et al., 2024). Unlike simple 
pattern-based search methods, the algorithm employs 

contextual analysis to distinguish semantic roles. For 
example, the system correctly identifies whether a 
name is an author’s surname or part of a scientific term. 
A comparative analysis of the developed approach and 
traditional methods is presented in Table 1.

Source: created by the authors

Figure 2. Architecture and component interaction diagram of the model
Source: created by the authors

Table 1. Comparative characteristics of the traditional and developed algorithmic approaches
Comparison criterion Traditional lexical search (keyword-based)) Developed semantic algorithm (S)
Basic unit of analysis Keyword (token) Semantic vector (embedding v)

Sensitivity to synonyms Low (requires exact match) High (understands context via semantic vectors)
Profile model (P) Static set of tags Dynamic weighted interest graph

Time consideration Sorting by date (DESC) Time Decay function
Ranking principle Word frequency (TF-IDF) Cosine vector similarity + interest weight
Cold start problem High (requires manual query input) Medium (based on author’s publication analysis)

Thus, the comparative analysis demonstrates the 
qualitative advantage of the developed semantic algo-
rithm over traditional lexical search methods. By uti-
lising vector representations instead of static tags, the 
system overcomes the issue of low sensitivity to syno-
nyms and provides a deeper understanding of the scien-
tific context. The implementation of a dynamic interest 
graph and a time decay function allows the model to 
adapt to the researcher’s real needs in real-time, making 
the proposed approach an effective tool for addressing  

the “cold start” problem and information overload in the 
modern scientific environment.

Architecture and interaction of model components. 
To transform the developed algorithms and the formal 
model into a functioning system, it is necessary to de-
fine the overall logical scheme of the interaction be-
tween its components. The architecture of the proposed 
model is considered as a continuous cyclic process of 
information exchange between the user and the intelli-
gent knowledge base (Fig. 2). 

User Query I: Interface Adaptation

S: ServicesText LLM

U: Analytics

P: Profile Vector Search

Database

Articles

D: Data

Actions

The process begins with the request initialisation 
stage, which is handled by the interface interaction 
component  (I). At this step, the researcher formulates 
their scientific query in a free-form text format or pro-
vides the system with a base article of interest. The pri-
mary goal of this stage is to collect raw input data for 
further analysis in the most natural format possible for 
a human. Next, the collected information is passed to 
the intelligent services module (S), where deep seman-
tic processing takes place. The resulting text is vector-
ised using a large language model, transforming into a 
multidimensional numerical array. Based on this vector, 
the system dynamically forms or updates the user’s sit-
uational profile (P), which accurately reflects their cur-
rent, local scientific interest.

The next step is to access the data management 
space (D). Using the generated query vector, the algorithm 
searches the database of stored scientific publications  

and metadata. By applying the cosine similarity math-
ematical method, the system calculates the semantic 
distance between the user’s interest vector and the 
vectors of all available articles. As a result, documents 
whose content most closely matches the researcher’s 
needs are selected, filtering out “information noise”. The 
iterative cycle concludes with the feedback and adapta-
tion stage. Selected relevant documents are returned to 
the user interface for visualisation. Simultaneously, the 
analytics module (U) captures all researcher actions re-
garding these documents in the background – detailed 
views, additions to their own library, clicking DOI links, 
or ignoring the output. These behavioral markers are 
automatically used to adjust the weight coefficients 
in the base profile (P). This enables the architecture to 
provide continuous self-learning for the system: every 
action of the scientist makes subsequent recommenda-
tions even more accurate and personalised.
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Software architecture and information exchange for 
the intelligent system. The developed theoretical mod-
el  (1) served as the basis for designing the service’s 
software architecture. To ensure system flexibility and 
scalability, a Three-Tier Architecture was chosen, which 
allows for a clear distinction between data process-
ing logic, the user interface, and information storage 
(Donglan et al., 2024).

Presentation layer (client layer) – component  I. The 
presentation layer, which corresponds to component I 
in the formal model, acts as the single point of entry 
for the user into the intelligent system. Since modern 
scientific activity is characterised by high mobility, a 
critical requirement for the interface is its adaptabil-
ity and availability on various types of devices – from 
smartphones to web browsers (Cheon & Chavez, 2021). 
The technical implementation of this level is based 
on the use of the Flutter cross-platform framework, 
which ensures native performance and a unified visual 
style for iOS and Android operating systems using a 
single codebase (Kishore  et al. ,  2022; Shanmugam  et 
al. , 2023). Functionally, the client application not only 
visualises the results of semantic search as a conven-
ient recommendation feed but also acts as an active 
data collection tool: it records the researcher’s behav-
ioral patterns (abstract viewing time, clicking a DOI 
link, adding an article to a personal library). These in-
teraction signals are automatically transmitted to the 
data layer for an immediate update of the user profile, 
allowing the system to dynamically adjust the output 
to current scientific interests.

Business logic layer (application layer)  – compo-
nents S, P. The business logic layer, which structurally 
combines the services (S) and profiling (P) components, 
acts as the “intellectual core” of the architecture, where 

the system’s main computational processes are con-
centrated. The technical implementation of this level is 
based on the Serverless computing concept using Cloud 
Functions (Thomas et al., 2026), which ensures flexible 
scalability and seamless integration with the Gemini 
large language model API. It is at this stage that key 
algorithmic transformations take place: the input text 
query from the user is transmitted to the neural net-
work to generate a high-dimensional semantic vector 
(embedding), based on which the content ranking pro-
cedure is performed using the cosine similarity method. 
Offloading these resource-intensive mathematical op-
erations to a cloud environment allows for a “thin cli-
ent” architecture, guaranteeing high service speed and 
immediate processing of large data sets regardless of 
the end-user’s smartphone processing power.

Data layer – components D, U. The data layer, respon-
sible for the functioning of the data management  (D) 
and analytics (U) components, serves as the foundation 
for the reliable storage of the user’s digital profile and 
the cataloging of scientific materials. The technologi-
cal basis for this level is the Firebase Firestore (NoSQL) 
cloud document-oriented database, which is ideal for 
storing heterogeneous data: structured bibliograph-
ic metadata, multidimensional vector representations 
of articles, and the history of the researcher’s activity 
(Mudrikah et al., 2022). A key architectural advantage of 
this solution is the built-in support for Real-time data-
base synchronisation: any state change, such as saving 
an article on a smartphone, is immediately replicated 
on the server and becomes available on the user’s oth-
er devices (tablet or web version), ensuring the conti-
nuity of the scientific process. The overall interaction 
between the architectural layers and data exchange 
mechanisms is illustrated in Figure 3.

Figure 3. Information exchange diagram
Source: created by the authors

User
Flutter 
(Client)

Cloud 
Functions

Gemini (LLM) Firebase (Data)

Text Query

Display Articles

Vectorization Request

Send Text (HTTPS

Processed Result

Cosine Similarity Search 

Article IDS List

Vector (768 values)

User
Flutter 
(Client)

Cloud 
Functions Gemini (LLM) Firebase (Data)

The practical interaction between the described 
layers is realised through a sequential data processing 

algorithm. The process is initiated by the user in the 
mobile application (Flutter), from where the generated 
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query is transmitted via a secure cryptographic channel 
(HTTPS) to the processing server. On the server side, 
a request is made to the Gemini model API to trans-
form the query text into a 768-dimensional vector. Sub-
sequently, the database searches for the nearest vec-
tors within the publication array and returns a list of 
relevant article identifiers, which is visualised via the 
application interface. The proposed hybrid architecture 
is optimal for a specialised scientific service as it ef-
fectively combines the computational power of cloud-
based artificial intelligence with the ergonomics and 
mobility of the client interface.

DISCUSSION
The obtained results demonstrated the effectiveness 
of transitioning from traditional lexical search meth-
odologies to a fully dynamic semantic environment for 
scientific information retrieval. The implementation of 
the proposed model directly addresses the limitations 
of keyword-based systems, offering a more nuanced, 
context-aware approach to processing scientific litera-
ture. This research strongly aligns with the conclusions 
drawn by S.M. Kashlot et al.  (2026), who indicated the 
critical need to utilise generative artificial intelligence 
to overcome modern information overload. In their sys-
tematic review, S.M. Kashlot et al. (2026) established that 
researchers spend an unsustainable amount of time fil-
tering out irrelevant search results. However, their pro-
posed strategies focused primarily on web-based plat-
forms and static AI filters. The architecture developed 
in this study expands upon their foundational concepts 
by integrating these capabilities into a cross-platform 
mobile environment. By moving the intelligent assis-
tant directly to the researcher’s smartphone or tablet 
with real-time syncing, the proposed model effectively 
transforms information overload management from a 
localised desktop task into a continuous, mobile-friend-
ly process. The proposed architecture addresses the 
computational overhead associated with real-time 
embedding generation by utilising pre-calculated 
768-dimensional semantic vectors stored in Firebase 
Firestore. By shifting the computational workload to 
the data-ingestion phase, the system enables instanta-
neous semantic matching via cosine similarity without 
requiring real-time neural network processing for the 
document corpus.

When evaluating semantic ranking algorithms, it is 
highly relevant to compare the proposed dynamic pro-
filing method with the work of A. Allahim et al. (2025). 
Allahim’s research utilised vector representations to ex-
pand search queries, successfully capturing synonyms 
and related concepts that traditional TF-IDF (Term 
Frequency-Inverse Document Frequency) algorithms 
missed. While their methodology yielded high precision 
for isolated queries, it inherently lacked temporal ad-
aptability; the system treated all user interests as static 
over time. To resolve this critical flaw, the current work 

proposes a unique mechanism for dynamically divid-
ing the user profile into a base profile (Pcore) and a 
situational profile (Pcontext). The absolute necessity of 
incorporating temporal dynamics into user profiles was 
highlighted by L.-W.  Pan  et al.  (2026). Their proposed 
solution to drifting user interests involved complex 
chronological recalculations of the researcher’s entire 
search history. This approach, while accurate, is compu-
tationally expensive and difficult to scale. In contrast, 
the methodology developed in this study applies a 
mathematically simpler but highly effective time decay 
function specifically to the situational profile (Pcon-
text). This allows the system to seamlessly adapt to 
short-term, situational research tasks without losing 
the user’s core expertise (Pcore), thereby drastically re-
ducing algorithmic complexity while maintaining high 
recommendation relevance.

The challenge of utilising artificial intelligence 
in recommender systems, particularly in specialised 
domains, was extensively considered by Q.  Zhang  et 
al.  (2021). Their research placed heavy emphasis on 
collaborative filtering techniques. However, collabo-
rative filtering inevitably suffers from the “cold start” 
problem-it struggles to recommend newly published, 
highly specialised papers that have not yet been heav-
ily interacted with by other users. The current research 
proves that a content-based filtering approach, driven 
by deep semantic embeddings and cosine vector sim-
ilarity, provides a superior solution for academic envi-
ronments. Because the system analyses the semantic 
content of the article itself rather than user interaction 
history, it can accurately recommend a paper the mo-
ment it is published. This conclusion is robustly sup-
ported by S. Kuznetsov & P. Kordík (2023), who argued 
that dense retrieval methods (like semantic embed-
dings) fundamentally outperform sparse retrieval (like 
keyword matching) in cross-domain scholarly searches. 
The model proposed in this article actively advances 
their theoretical concept by introducing an interactive 
feedback loop. The query vector is not static; it is ac-
tively modified in the background based on interaction 
analytics (such as read time or bookmarking), continu-
ously refining the dense retrieval process.

Regarding the automated structuring of biblio-
graphic data, Z.  Nasar  et al.  (2021) and X.  Huang  et 
al.  (2024) thoroughly investigated the application 
of Named Entity Recognition (NER) models utilising 
contextual self-attention. Academic literature analy-
sis compiled by S.O.  Semerikov  et al.  (2022) indicates 
that traditional approaches to NER involve delayed 
batch processing on local servers or heavy edge-device 
computation. In contrast, the solution proposed in this 
article takes a different path. By integrating the NER 
process directly into a serverless cloud infrastructure 
(Cloud Functions), the system ensures instant metadata 
extraction without draining the mobile device’s battery 
or processing power. The critical importance of data 
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normalisation prior to database insertion was heavily 
emphasised by J.  Priem  et al.  (2022). They noted that 
metadata inconsistencies across different scientomet-
ric databases cause massive failures in accurate cita-
tion tracking and content retrieval. The NER algorithm 
developed in this study resolves this issue at the point 
of ingestion by automatically transforming varied, un-
structured inputs into unified standards (such as for-
matting all temporal data to ISO 8601 and normalising 
author credentials) during the extraction phase.

Finally, evaluating the technological stack against 
contemporary research confirms the viability of the 
chosen architecture. Z.  Donglan & M.Y.  Darus  (2024) 
concluded in their comparative analysis that the Flut-
ter framework provides near-native rendering speeds, 
which is an absolute requirement for data-intensive 
applications displaying complex scientific feeds. Sim-
ilarly, S.  Kot & J.  Smołka  (2023) confirmed the un-
matched efficacy of Firebase for managing real-time 
data synchronisation in mobile applications. The suc-
cessful theoretical and structural integration of these 
technologies in the proposed model proves that NoSQL 
document-oriented databases paired with serverless 
functions are highly efficient for storing, updating, and 
instantly syncing high-dimensional vector arrays. Thus, 
comparing the results of this study with contemporary 
publications by international scientists confirms both 
the scientific novelty and the tangible practical ad-
vantages of the developed model. Ultimately, the sig-
nificance of this proposed architecture extends far be-
yond localised software optimisation, offering a robust 
foundational blueprint for the broader development of 
next-generation semantic recommendation systems. By 
seamlessly bridging dense vector spaces with low-la-
tency cross-platform deployment, this structural frame-
work significantly advances the capabilities of adaptive 
scientific information retrieval. Consequently, it lays a 
scalable foundation for the evolution of truly intelli-
gent research environments that dynamically adjust to 
the shifting cognitive demands and specialised work-
flows of the global scientific community.

CONCLUSIONS
In this work, the urgent task of providing information 
support to researchers facing the challenge of finding 
relevant data amidst the rapid growth of publications 
has been addressed. The primary result of the study 
is the development and substantiation of a formal 
model  (1), which allowed for the decomposition of a 
complex information system into distinct components: 
from a digital user profile to the interaction interface. 

Drawing upon contemporary research in the field of 
natural language processing and recommender sys-
tems, an approach to representing data in the form 
of dynamic vectors was adapted. The application of 
vector models instead of static sets of keywords en-
ables the system to recognise the semantic content 
of texts. Within the developed model, this allowed for 
the implementation of a mechanism where the system 
automatically distinguishes between a researcher’s 
stable interests (e.g., a dissertation topic) and current 
short-term queries, adapting recommendation output 
in real-time. The adaptation of a classic three-tier ar-
chitecture (Three-Tier Architecture) to the specifics 
of a scientific service is proposed. Using proven en-
gineering solutions from other software engineering 
domains, the integration of a modern technology stack 
was proposed to address the assigned information re-
trieval tasks. Specifically, the use of the Flutter mobile 
framework and the Firebase cloud database is based 
on best practices for creating cross-platform applica-
tions with real-time data synchronisation. At the same 
time, a key feature of the developed architecture is the 
integration of the Gemini large language model, which 
provides the system with the necessary intelligence for 
deep text analysis.

Operational service algorithms have been formal-
ised in this work, automating routine processes-from 
transforming a text query into a numerical vector to 
identifying named entities (NER) in bibliographic lists. 
The proposed component interaction scheme proves 
that the transition from simple lexical search to seman-
tic analysis can significantly reduce the cognitive load 
on the researcher and enhance the quality of scientif-
ic work. The results obtained create a foundation for 
the software implementation of the service as a mo-
bile application and its subsequent practical integra-
tion. Prospects for future research include the practical 
software implementation of the proposed architecture 
by creating a basic functional prototype of the system. 
This will allow for empirical testing of the effectiveness 
of the developed semantic search algorithms in the re-
al-world conditions of researchers’ work.
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Анотація. У статті розглядається питання підвищення ефективності наукової діяльності шляхом створення 
персоналізованого інтелектуального сервісу. В умовах стрімкого зростання кількості публікацій традиційні 
методи пошуку за ключовими словами стають недостатньо ефективними. Метою статті була розробка 
архітектури та математичних моделей системи, здатної автоматизувати добір релевантної літератури на 
основі змісту, а не простого збігу слів. В основу розробки покладено формальну п’ятикомпонентну модель 
формалізації інформаційного середовища науковця, яка інтегрує модулі профілювання, інтелектуальних 
сервісів, управління даними, інтерфейсної взаємодії та аналітики. Застосовано велику мовну модель Gemini для 
глибокого семантичного аналізу текстів та їх перетворення у векторні представлення. Результатами дослідження 
є розроблена трирівнева архітектура на базі фреймворку Flutter та хмарної платформи Firebase, яка забезпечує 
кросплатформеність та миттєву синхронізацію персоналізованих даних. У роботі детально описано алгоритми 
векторизації наукових інтересів та ранжування публікацій методом косинусної подібності. Встановлено, що 
використання векторних представлень розмірністю 768 компонентів дозволяє ідентифікувати релевантні 
джерела за семантичними ознаками, ігноруючи відсутність прямого лексичного збігу. Обґрунтовано ефективність 
механізму динамічного профілювання, який через систему вагових коефіцієнтів розрізняє стабільні наукові 
інтереси дослідника та його короткочасні ситуативні запити. Розроблено та описано модуль автоматичного 
розпізнавання бібліографічних метаданих на основі технології NER, що дозволяє автоматизувати структурування 
даних із несистематизованих текстових масивів. Запропонований підхід дозволяє створити адаптивну систему, 
яка підлаштовується під зміни наукових інтересів дослідника та значно економить час на роботу з джерелами

Ключові слова: персоналізований науковий сервіс; Gemini AI; Flutter; Firebase; семантичний пошук; 
векторизація тексту; автоматизація досліджень
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